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Abstract—The automation of determining creditworthiness
requires the machine to automatically gather and analyze finan-
cial data. Current methods require several man hours of data
entry and analysis of data to assess a single case. This paper
demonstrates the usage of state-of-the-art Optical Character
Recognition (OCR) and Computer Vision (CV) techniques to
gather data automatically from scanned documents in a format
that can be used to process and analyze data further. This paper
also details the novel automation of analysis of the extracted data
to find the probability of default (PD) for a specific case. We find
that this process reduces the turn around time of granting loans
and minimizes human interactions and biases.

I. INTRODUCTION

Credit is defined as the extension of funds by a creditor
based on the belief that the borrower will repay the sum
borrowed along with interest. This belief can be measured
using the ability to return the sum and the willingness to return
the sum borrowed. A good measure of this is calculation of
the probability of the borrower defaulting on their loan by
measuring the metric of ability and willingness to pay [1]. This
calculated probability is called the probability of default (PD).
All methods of calculating this require a person to manually
extract data from financial documents such as balance sheets,
bank statements and profit and loss statements. This process
typically takes man hours to do manually. Our work reduces
the turn around time of data extraction using state-of-the-art
Optical Character Recognition technology to extract data from
such documents.

Optical Character Recognition (OCR) is a method of identi-
fying text in a scanned image document. It relies on pre-trained
Neural Networks which detect the position of text in the image
and then try to classify it [2]. It is a tool that is used to auto-
mate data extraction from scanned images.This technology is
currently implemented to make scanned documents searchable
[3]. However, there are very few implementations of tabulating
this extracted data.

Many such implementations rely on tabulating data. How-
ever they rely on utilization of horizontal and vertical lines
in an image which may not always be present [4]. Our work
aims to work around such restriction and operate on any type
of source file.
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In addition to automation of the process of extracting and
tabulating data from financial documents, our work automates
the process of scoring creditworthiness. It uses entity recogni-
tion to understand the reason of the transaction. This reasoning
is then used to predict the willingness of the borrower to repay.
The ability to repay is calculated using the withdrawal and
deposits information extracted from the bank statement of the
borrower. Hence, our work aims to minimize human effort and
time taken to return a loan.

The remainder of this paper is organized as follows. Section
II provides a background the existing technological advance-
ments in the field of OCR which forms the basis for our
work. Section III elaborates on how we leverage the tech-
nologies mentioned in Section II for Data Extraction. Section
IV demonstrates the analysis done on the extracted data to
calculate PD and creditworthiness. Section V concludes and
mentions directions to future work.

II. BACKGROUND

Our work relies heavily on Optical Character Recognition,
and skew correction methods. We use implementations of these
techniques written in the Python programming language for
our analysis purposes.

A. Optical Character Recognition

Optical Character Recognition (OCR) is the ability of the
machine to detect and comprehend characters. It is a multi-step
process comprising of the following steps: optical scanning, lo-
cation and segmentation, preprocessing, and feature extraction
and recognition [5].

1) Optical Scanning: Scanned documents are often multi-
leveled images. Hence, when performing OCR, it is common
practice to convert the multilevel image into a bilevel image of
black and white using the process of thresholding. A threshold
is used, where gray-levels below this threshold is said to be
black and levels above are said to be white.

2) Location and Segmentation: Segmentation is a process
that locates the text within an image. It is necessary to locate
the regions of the document where text has been printed
and distinguish them from figures and graphics, prior to
recognition.
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3) Preprocessing: Preprocessing involves smoothing and
normalization. Smoothing implies both filling and thinning.
Filling eliminates small breaks in the text characters, and thin-
ning reduces the width of the lines of the text. Normalization is
applied to obtain characters of uniform size, slant and rotation.

4) Feature Extraction and Recognition: The process of
extracting characters from a preprocessed image is done using
a pre-trained neural network. The neural network is trained
on a dataset of printed and handwritten characters. After
classifying characters the algorithm then joins the text together,
using line breaks and spaces as appropriate.

B. Skew correction

Skew correction is done using Hough Transform method
and the minimum area rectangle method. The Hough Trans-
form algorithm uses an accumulator, a two-dimensional array,
to find the line described by the following equation.

r=2xcosf +ysinf 1)

The dimension of the accumulator is two, one for the values
of r and and one for the values of 6. For each pixel at a certain
Cartesian coordinate (x,y) in the image, the Hough transform
algorithm determines if there is enough evidence of a straight
line at that pixel. If so, the algorithm calculates the parameters
(r,) of that line. By finding the local maxima in the accumulator
space, the most likely line can be extracted. Then the 6 values
are averaged to find the average skew of the image. This skew
can then be corrected by rotated the image by the appropriate
angle [6].

For minimum area rectangle method, an algorithm tries to
fit rectangular bounding boxes around a document. This is
done by rotating the document through 360 degrees. Then for
each rectangle, its area is calculated. The rectangle with the
smallest area gives the rotation or the skew of the document.
The image is then corrected by rotating the image in the
appropriate direction by the angle calculated in the minimum
area rectangle algorithm [7]. For our work we implemented
both of these algorithms and use them appropriately depending
on the speed and nature of the documents and tasks we are
handling.

III. DATA EXTRACTION FROM SCANNED DOCUMENTS

For the data extraction process for scanned documents,
the PDF document needs to be converted into an image to
perform OCR on it. In our project, we converted our PDFs
to images at 300 pixels per inch (ppi) resolution. This was
because we noticed that a resolution higher than this slowed
down the process and a resolution lower than this resulted
in errors in the OCR. These images are deskewed, that is
rotated so that they appear straight, using the minimum area
rectangle method mentioned in Section II B. We found that
this method is faster than the Hough Transform method and
there is a negligible difference in accuracy between the two
methods. The deskewing process is necessary as it improves
the accuracy of the table extraction algorithm.

We used Google’s Cloud Vision implementation of the OCR
algorithm mentioned in Section II A. It is based on the state-of-
the-art Tesseract OCR engine [8]. We used this implementation
because of its ease of use and high accuracy regardless of
image skew and lighting conditions. To utilize this, we had
to represent the image in a base64 encoding format. Base64
encoding uses capital alphabets (A-Z), small alphabets (a-
z), numbers(0-9) and the symbols plus (+) and slash (/) to
represent numbers from 0-63 [9]. These values are used to
store the color data of each pixel in the image. This was done
so that we could send the image as a query to Google’s Cloud
APL

The result of Google’s OCR is a JSON string containing
the details of the identified text and their bounding boxes. The
bounding boxes depict the location of the text on the image.
The units of these bounding boxes are in pixels. Hence, these
may vary for the same PDFs if they are converted to images
with different resolutions. Before these bounding boxes can be
used, the units are changed from pixels to inches by dividing
the values by the original resolution, which in our case was
300.

Using these text and bounding box values, our program
recreates the PDF and populates it with text. For each page, our
program calculates the average font size for the page. The font
used for PDF generation is a sans serif font. It is constant for
any given input file. This is done to reduce computation time
by avoiding a font detection method. It removes the outliers
from the set of all heights on that page. It then calculates
the average height of text in inches. This is then converted
to font size in points by multiplying the average by 50. We
use average font size instead of finding heights of each text
to reduce errors while extracting tables from this PDF.

The PDF that is created is then passed to a program which
extracts tables from the PDF file. We used Tabula, a tool which
identifies tables in PDFs and converts them into machine
readable Comma Separated Values (CSV) files [10]. This file
is the raw output of the table extraction process from the PDF.

However, before this data can be analyzed, it is prepro-
cessed and restructured into an easily analyzable format. This
processing is done by importing the CSV out produced by
Tabula into a Data Frame data structure. This data structure
is a equivalent to a table of rows and columns. The first step
in preprocessing involves removal of empty columns. If the
column contains more null elements than a certain threshold,
which we set to be 80%, it is removed from the Data Frame.
For rows, the process is more intricate. Instead of removing
the rows completely, they are merged with the row above.
This is done to minimize the loss of data while cleaning the
CSV file. The CSV extraction process also results in unwanted
spaces and commas. These are removed mapping a function
that replaces these unwanted characters with an empty string
to the entire Data Frame. We also replace the remaining null
characters in the Data Frame with empty strings for easier
analysis.

We also identify the row which contains the headings.
This is done by comparing certain strings such as Balance,

173



2018 International Conference On Business Innovation (ICOBI), 25-26 August 2018, NSBM, Colombo, Sri Lanka

Particulars and Deposits, which denote the start of the bank
statement. Once the top row is identified, we discard all the
data above the headings row. We then sort the columns into the
categories described by the following word bank. We compare
the heading strings to the strings given below. Any string that
does not fit into our word bank, it is deemed as blank.
’Date’: [date”] , ”Description”: [“’narration”,
“particulars”,  “description”], ’Cheq Number’:
[’chq”, “ref’], “Withdrawal”:[”withdraw”,’debit”,
7dr”],  ”Deposits”:[’deposit”,  “credit”, cr’],
”Balance”: [’balance”]
The output of this process occasionally results in conflicts.
This happens when the CSV extractor is unable to tell the
difference between two columns. The most common conflict
is Date and Description being in the same column. These
conflicts are resolved by comparing the data in each column to
a regular expression. The regular expression of the date would
be numbers separated by hyphens. After resolving conflicts,
we merge the blank columns into the known columns using
a priority based method. In this priority, Description is given
the highest priority and date is given the lowest priority. This
is done to avoid text mixing with the date.

Once the blank columns are merged, the Data Frame is
brought into a standard form containing the date, description,
withdrawals, deposits, and balance. This standard Data Frame
is then used for Creditworthiness score calculation.

IV. CREDITWORTHINESS CALCULATION

For creditworthiness calculation, recognition and classifica-
tion of the entities involved is required. For this every row
in the data frame, we analyze the description, deposits, and
withdrawals to create a textual description of the transac-
tion. The format of the description is A amount was de-
posited/withdrawn on B date using X method for Y, where
A is the amount, B is the date, X is the method of transaction
like mobile banking and net banking, and Y is the entity. A
and B are directly obtained from the Data Frame, but for X
and Y analysis of the description is necessary.

To identify X, our program uses string comparison. It looks
for keywords such as NEFT, RTGS, and MB, which denote
National Electronic Funds Transfer, Real Time Gross Settle-
ment and Mobile Banking respectively. While this narration
differs from bank to bank, a word bank approach can be
used to identify such transaction types. For entity recognition,
the text is analyzed according to the type of transaction
method found. For most transaction types the text can be split
using a space and the last two words denote the entity. After
recognizing entities, they need to be classified as Personal,
Business, Utilities, Salaries, Bank Charges and Other.

For each of the classification categories there is a list of
words that describe each category. For personal and business,
the user can provide additional words denoting the first name
and last name of the person and the sector in which the
business is present, along with some potential names of the
businesses. For the personal list the word self is also added
to the word bank. For business multiple words and their

abbreviations such as Limited, Ltd., Private , and Pvt. are
added. For the sake of consistency the strings are compared
in lower case only. This reduces errors in the process of
classification. Once the entities are classified, our program
calculates a creditworthiness score between 300 and 900.

Before the creditworthiness score is calculated, a risk factor
is obtained by calculating the estimated gross profit and net
profit of the user per quarter. The gross profit is calculated by
taking the difference of the sums of deposits and withdrawals
in the Business category obtained from entity analysis. The
net profit is obtained by subtracting the utilities and salaries
from the gross profit. For risk calculations 0 is high risk and 1
is low risk. To identify risk based on these profit values, their
average is taken. If the average gross profit is less than 0, the
risk is set to 0. If the average gross profit is above 0 but net
profit is below 0, then risk is set to 0.8. If both the profits are
above 0 then risk is set to 1.

The calculation of score relies on the following factors, all
weighted equally. For every case, deposits are positive and
withdrawals are negative:

1) Ratio of Bank Charges to Total Deposits (bCTD):
We get this value by summing the withdrawals and deposits
under the category of bank charges using the transaction type
identified by our algorithm. We subtract this ratio from 1
because these charges should be at a minimum as more bank
charges demonstrates bad usage of money. The equation for
this ratio is:

bankCharges

WCTD=1— ————
total Deposits

(@)

2) Ratio of Difference in Personal Transactions to Personal
Deposits (dPT): This ratio demonstrates how much of money
is taken for personal use. A ratio of 1 is ideal as this
demonstrates that there is no personal interference in the
business. The equation for this ratio is:

IPT — personalWithdm@als 3)
personal Deposits

3) Ratio of Difference in Business Transactions to Business
Deposits (dBT): This ratio shows how much of money is
invested for business use. A higher ratio is good, as more
investment in business demonstrates better creditworthiness.
The equation for this ratio is:

dBT — businessDeposiz%s - busmes‘sWithdrawals @)
businessDeposits

4) Ratio of Number of Overdraft Transactions to Total
Number of Withdrawals (nOTW): This ratio is dependent on
number of transactions rather than value. It demonstrates how
much of the overdraft limit is utilized. An ideal utilization
ratio is 0.5. Hence we subtract the value obtained from 0.5.
The equation for this ratio is:

numberO fOwverdraft )
numberO fWithdrawals

nOTW = max <0, 0.5 —
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5) Ratio of Cash Withdrawals to Personal Withdrawals
(cWP): This ratio shows the usage of cash by the user. This
ratio should be small because more cash usage demonstrates
lower creditworthiness. Hence, we subtract this ratio from 1.
The equation for this ratio is:

cashWithdrawals
personalWithdrawals

cWP=1

(©)

We use these 5 ratios to rate creditworthiness. A raw
creditworthiness (rCW) value is obtained using the following
equation:

CW = risk-20- (bCTD + dPT 4+ dBT + nOTW + ¢cW P)

7

The rCW score is out of 100. This is then converted onto a

scale of 300 to 900 to obtain the scaled creditworthiness score
(sCW) using the following equation:

sCW =300+6-rCW ®)

This score is then compared with a known window of
score and a rating is awarded. The rating is an exponential
correlation with AAA+ = 900 and D = 300. The rating can
also be expressed using numbers (n) 1 to 19. These numbers
are used to calculate the probability of default (PD) using the
following equation:

PD = 0.00001-(n?)+0.00001- (n%)+0.00005-124-0.001 (9)

If the Loss Given Default (LGD) is known and Exposure
At Default (EAD) is known, then the expected loss (EL) can
be obtained using the following equation:

EL=PD-LGD-EAD (10)

Expected loss is helpful for calculating the interest rate, if
the Return on Risk Adjusted Capital (RAROC) is known. The
interest rate (IR) is calculated using the following equation:

IR = RAROC + EL (11

With the above factors we can automate the process quanti-
tatively predicting the probability of default and calculate the
interest rate from a scanned PDF document of the user.

V. CONCLUSION

This paper demonstrates the automation of the creditworthi-
ness scoring process using state-of-the-art Optical Character
Recognition methods to extract data, string comparison using
a word bank for preprocessing, data analysis, and entity
recognition, and mathematical equations for calculating the
probability of default and interest rate calculations. Future
work will include enhancements to the Optical Character

Recognition algorithm, inclusion of more document types
such as balance sheets, and addition of factors that determine
creditworthiness.

Currently, there is a loss of valuable data because of the
accuracy of our OCR. We will improve the OCR accuracy
by using state-of-the-art neural network techniques [11]. The
increase in accuracy will help us reduce data loss due to OCR
and include other types of documents.

The inclusion of other types of documents would require a
method of classifying them. The machine would be required
to distinguish between a single column balance sheet and a
double column balance sheet. This can be achieved using
computer vision techniques that by training an image classifier
for such documents. The inclusion of more documents in the
detection system will enable us to increase the amount of
factors that are used to assess creditworthiness.

We can consider more factors such as utility bill payment,
income tax return payments, and outstanding loan payments.
These factors will help provide a more holistic view for
creditworthiness assessment and will provide a more accurate
score and probability of default.
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